FluxManager
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5, group[O]BAApp_size+l, FILUXBR/NELME, BIBUSERPPLSIZe 242,

XERIIbufferlinBc AR, BERBRERENTEA/NAbuffer_num, FAGIRERpp_stagekit
oEe, tRmEbuffer_num=bRIAApp_size, =EEMpp_stage=iZpp_stager A HIsizek#]
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RAGETHAistage L, MAFTEBE, SNBELBERIEIE, AEMEstaginglIXIFRER.,

use_only_getmem_for_multi_stage_commi&® (E3ERZMY
only_putmem) :

1. buffer_sizeitEARE:

o G Ebuffer_sizeBI&H?

y = FluxManager._effective_n_layer — (max(to_layers) - from_layer)
if y < FluxManager.pp_size:
return FluxManager.xl + FluxManager.x2

if FluxManager._effective_n_layer - from_layer x 2 + 2 % FluxManager.pp_size <= 0:
return FluxManager.x1l
return FluxManager.xl + FluxManager.x2

X EBIREARREEMNEZS buffer_size, BRIERNT2E, EXARR/NZLE, AILUE
BE—T:.
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XEBHA n-from_layer*2+2*pp_size<=0, RITHIEETRFEXL, HX, EBHIRE:
from_layer>=n/2+pp_size, MEIPIITEILIFER, HLEn22ENINE, BLBIMARBAXIK, &
AXNELR?

XEHLREAFE—T:

vpp_size : n_layer//pp_size



warmup_step: (vpp_size-1)*group|0].size()+(pp_size-1-pp_stage)*2.
group_micro_batch_idx_0: &-micro_batch7E550 7 groupHIIE,
group_0_step : group_0_size*vpp_size(5E0- 1 grouphy Estep#)

o HEIETEgrouplPE—REIMfwdIE(1f1bE1F):

group_micro_batch_idx_f_1 = group_0_step+
(group_micro_batch_idx_0//group_0.size())*group[1].size()+1

o HFIEEgroup0FE—XHIAIbwdiiE (1fIbE1F):

group_micro_batch_idx_b_0= ((group_0_step-
group_micro_batch_idx_0)//group_0.size())*group_0.size()+warmup_step+1

o fx/)\buffer_size:
If group_micro_batch_idx_b_0-group_micro_batch_idx_f_1<group[1].size() :
group[0].size()+group_micro_batch_idx_b_0-group_micro_batch_idx_f_1
else if group_micro_batch_idx_f_1-group_micro_batch_idx_b_0<group[1].size():

group(0].size()+group[1].size()-(group_micro_batch_idx_f_1-
group_micro_batch_idx_b_0)

Else:

group[0]+group([1]

o x1+x27
XEBx1, xX2FtRppE AN N group_size, EEITFHET, group_nums>2,
N ARX1+X2:

v S,
35.. N el

dB3 Ly
m <530 ber d b, d 6520 b33 &

EXI SN - 2 2 a2 a ... a/eB0 a Bl a eB2 a e.. b} uumndnzud

E—TXNMEHEFRNaZ 7, ERFE(TanylflbBEER =, £—groupf&xE—ENfwdsi#
ANIF1BMER, XBHMEAEFE fb HEXHE, BAETILIFanylflbXX i, P = groupBIfsEnghy,
WA S — N groupdIbFEm, RRAIUEEFE — 1 groupAE|buffer,

BIFIE RS ZAfwdiziTse, F—AHNbwdREIT—, BEXN—MKRAFS, ERanylflbigH]
T8 group>=pp_size, FMUEDVFE ZAMNfwdIzTTE, RE1Tpp_sizetbwd, MEEEBEITE=
ARfwdBIEHE, REEITHbwdRITHIE, PRURE+-FHFEZHbuffer, FltRZMA
group[0]+group(1].



XEBEAUE—T, ZBRERARIIEEDbuffer, Frllbuffer_size®2pp+num_micro %
pp_sizet2, {Rig&pp=4, num_micro%pp_size=3, BPEX& A, num_micro=11 LttBIZE 13 buffer,
XA BEAREpp_stage EHZE, FRLUE 13+4-1//4=44 buffer

MR only_getmemiZ®, MR Fone_to_many, IR (x1+x2), num_micro=11, Frld
x1=6, x2=4, pp=4, S pp_stage#tliZ—#Mbuffer_size, 7 E107 buffer.,

bufferX/NRSEFREIEEhidden_state X/VEX,

2. read AN ARG

if FluxManager.model_config.use_only_getmem_for_multi_stage_comm:

assert src_pp_stage == -1

src_pp_stage = FluxManager.pp_rank

symm_buffer = FluxManager.symm_buffer

num_bytes = src_end_byte - src_start_byte

staging_start = FluxManager.staging_dict[(name, from_layer, is_forward)]

if avoid_d2d:
outputs = symm_buffer[src_start_byte:src_end_bytel.view(dtype)

else:
symm_buffer[staging_start : staging_start + num_bytes].copy_(symm_buffer[src_start_byte:src_e
outputs = symm_buffer[staging_start : staging_start + num_bytes].view(dtype)

event = DummyEvent()

if not is_recompute and is_forward and layer_index in bufferManager.to_layers[:-1]:

putmem_kernel = FluxManager._get_putmem_kernel()

dst_pp_stage = (FluxManager.pp_rank + 1) % FluxManager.pp_size

DRSS, WRavoid_d2d, NMIE#EZEslot, FFavoid_d2dRE shortcut_to+yocoX—&F, F
EZbigopEEMN—1MEE, ST ENGERFEMEERER, FItEZE copyZistagingllmbiX, slot
XEERE. HRE#Eavoid_d2d=True, FEFMNRHFIreadEREERE—1consumer, N=EX
PESEELT—1E, B T—1pp_stage, EHEHE, MABERpuUL,

3. write A A[E

class FluxManager:
def get_write_buffer(

bufferManager = FluxManager.buffer_dict[ from_layer)]

if use_local_buffer:
assert (
len(bufferManager.to_layers) == 1
), "use_local_buffer is only supported for one-to-one BufferManagers (len(to_layers)
assert not get_remote_buffer, "use_local_buffer and get_remote_buffer are mutually e

dst_pp_stage, dst_start_byte, dst_end_byte = bufferManager.step(layer_index, is_forward,
symm_buffer = FluxManager.symm_buffer

num_bytes = dst_end_byte - dst_start_byte

staging_start = FluxManager.staging_dict[(name, from_layer, is_forward)]

if use_local_buffer:

buffer_idx = bufferManager.buffer_idx_list[layer_index] [is_forward]
if is_forward:

_, dst_start_byte, dst_end_byte |= bufferManager{forward_buffer_dict[FluxManager.
else:

_, dst_start_byte, dst_end_byte = bufferManager.backward_buffer_dict[FluxManager

local_buffer = symm_buffer[dst_start_byte:dst_end_bytel.view(dtype)
event = torch.cuda.Event()

event.record(FluxManager. TORCH_DEFAULT_STREAM)
return local buffer, event AEF, last wee

veek ¢ [megatron] fix: addJml5 megatron

e get_write_buffer:



getmem + one-to-oneF, REEREsIotX, IBHFITEERE N, EEwrite=EHIZMslotX
fERputmemkE FEEEBAVEIE

getmem+ one-to-many, FEBRIZ—#F, R[ElstagingXiE, SHERE AT stagingX,

if aet _remate huffer:

if FluxManager.model_config.use_only_getmem_for_multi_stage_comm:
assert dst_pp_stage == -1
dst_pp_stage = FluxManager.pp_rank
buffer.copy_(symm_buffer[dst_start_byte:dst_end_bytel.view(dtype))
return buffer, DummyEvent()
else:
if dst_pp_stage == FluxManager.pp_rank:
buffer.copy_(symm_buffer[dst_start_byte:dst_end_byte].view(dtype))
return buffer, DummyEvent()

from .dist_triton_kernel import getmem_kernel

peer = dst_pp_stage * FluxManager.ep_size + FluxManager.ep_rank
grid_size = FluxManager._get_nvshmem_grid_size(peer)
timers = get_timers() if get_env_config().megatron_use_cuda_timer else None
real_rank = FluxManager._group_global_ranks [peer
torch.cuda.set_stream(FluxManager.NVSHMEM_STREAM)
FluxManager.NVSHMEM_STREAM.wait_stream(FluxManager.TORCH_DEFAULT_STREAM)
if timers is not None:
timers('flux-read').start( BKRF, la ¢ [megatron] fix: add ml5 mega
stream=FluxManager.NVSHVEM_STREAM, ta peer_rank": real_rank, "bytes":
)
_ = getmem_kernel[(grid_size,)](
symm_buffer,
symm_buffer,
dst_start_byte,
staging_start,

[EEtbackwardfEgetmem+one-to-many &, RIEHERN, RAEREREEEREEE, S8XEE
HigfEAstageis, HitbxkEHER, E?E?Eslotqﬂ—F—)%f’%lEIE’\J*%FEE&EUstagingIX, AREM_add&
miEE, BElfFSs E—F (BfEEwrited) ., F—1MEIEN, BZRBERES, T2, EENES
)18

def write(
num_bytes = dst_end_byte - dst_start_byte
staging_start = FluxManager.staging_dict[(name, from_layer, is_forward)]

if FluxManager.model_config.use_only_getmem_for_multi_stage_comm:
assert dst_pp_stage == -1
if len(bufferManager.to_layers) > 1:
if is_forward:
dst_pp_stage = (FluxManager.pp_rank + FluxManager.pp_size + 1) % FluxManager.pp_size
else:
dst_pp_stage = (FluxManager.pp_rank + FluxManager.pp_size - 1) % FluxManager.pp_size
elif is_forward:
dst_pp_stage = bufferManager.to_stages[0]
else:
dst_pp_stage = bufferManager.from_stage

if dst_pp_stage == FluxManager.pp_rank:
if not use_local_buffer:
symm_buffer[dst_start_byte:dst_end_bytel.copy_(symm_buffer[staging_start : staging_start + num_bytes])
return DummyEvent ()

putmem_kernel = FluxManager._get_putmem_kernel()

peer = dst_pp_stage * FluxManager.ep_size + FluxManager.ep_rank
grid_size = FluxManager._get_nvshmem_grid_size(peer)
timers = get_timers() if get_env_config().megatron_use_cuda_timer else None
real_rank = FluxManager._group_global_ranks [peer]
if FluxManager.model_config.use_only_getmem_for_multi_stage_comm:
nvshmem stream = fferManager nvshmem_stream
< [megatron] fix: add m1l5 megatron ..
nvshmem_stream = uxManager NVSHMEM_STREAM

e writeBy:

gNRZEone-to-one, HF Tuse_local_buffer, fNRdst stageFFZHristage, BEIHENEET—
pp rank £, BE#MstagingXcopyZislotE, BNFERIAR putmem B7EXTRdst stagedIslotE
&, (use_local_buffer ffhidden state#BFH T, kvEB:&F, EJvkvigone-to-many) .

gNRZone-to-many, MEZFAAputmemEZE TF—ZERIslotE, {BiXERuse_local_buffer—&Ex
false, FTLAE7&$E EEget_write_bufferZ2Z|Ayithit, MstagingXEIZEE F—EHslotE (=



one-to-many®£EME, consumer—ERproduceri®Es:) , MEEREZEMNTS, fBreadkE
T, 81 consumerREIEEDslotX, FeEEstagel®(E,

4, BufferManagerfdiizstream+3iEiREF (EventManager)

def read(
from_layer, dtype = FluxManager.transfer_dict[(name, layer_index, is_forward, 'read')]
bufferManager = FluxManager.buffer_dict[(name, from_layer)]
src_pp_stage, src_start_byte, src_end_byte = bufferManager.step(
layer_index, is_forward, is_recompute=is_recompute
)
if FluxManager.model_config.use_only_getmem_for_multi_stage_comm:
assert src_pp_stage == -1
src_pp_stage = FluxManager.pp_rank
symm_buffer = FluxManager.symm_buffer
num_bytes = src_end_byte - src_start_byte
staging_start = FluxManager.staging_dict[(name, from_layer, is_forward)]
if avoid_d2d:
outputs = symm_buffer[src_start_byte:src_end_bytel.view(dtype)
else:
symm_buffer[staging_start : staging_start + num_bytes].copy_(symm_buffer[src_start
outouts = svmm buffer[staging_start staging_start + num_bytes].view(dtype)
event = DummyEvent () XF, las » [megatro fix: add ml15

class EventManager:

EventManager._backward_idx = @

@staticmethod
def wait(handle, is_forward, name, layer_index, read_or_write):
if not FluxManager.is_init or not FluxManager.model_config.use_only_getmem_for_multi_stage
handle.wait()
return

if read_or_write == 'read' or read_or_write == 'get_write_buffer"':
handle.wait()
return

from_layer, _ = FluxManager.transfer_dict[(name, layer_index, is_forward, read_or_write)]
bufferManager = FluxManager.buffer_dict[(name, from_layer)]

if len(bufferManager.to_layers) > 1:

handle.wait() Add to Chat . Quick Edit
return F Last w

fEonly_getmemiZEX T, XEreadiR[EHIETevent, FItEEGRETHEI BIread I IEHEIRE
Hevent, XIFone-to-manykii, wait@iZENERFH, EproducerE&LGE—comsumerME
HiZMstagingXputmem, FERIETEE | dstislotfiiE; Mone-to-one,
NMRFEEFEcomsumerZHERIE NBIA]

class EventManager:
@staticmethod
def flush(is_forward):
if not FluxManager.is_init or not FluxManager.model_config.use_only_getmem_for_multi_stg
return
if is_forward:
bucket = EventManager._forward_handles
new_bucket = list 0

if is_forward:
EventManager._forward_count += 1
assert EventManager._forward_idx < len(group_sizes), (
f"EventManager forward flush overflow: idx={EventManager._forward_idx}

1

f"len(group_sizes)={1len(group_sizes)}

> target Aa ab, ¥ 70f16

)
target = layers_per_pp * group_sizes[EventManager._forward_idx]

if EventManager._forward_count >= target:
assert EventManager._forward_count == target, (
f"EventManager forward count {EventManager._forward_count} exceeded "
f''target {target} for group idx {EventManager._forward_idx}"

for handle, expected_count in bucket:
assert expected_count >= EventManager. forward_count
if expected_count == EventManager._forward_count:
handle.wait()
else:
new_bucket.append( [handle, expected_count])
EventManager._forward_handles = new_bucket

)
EventManager._forward_idx += 1
EventManager._forward_count = 0




if name == 'mtp_emb':
layer_chunk_count = FluxManager.model_config.num_hidden_layers // FluxManager.pp_size - 1
2lse:
if layer_index == bufferManager.from_layer:
peer_layer_index = bufferManager.to_layers[0]
else:
assert layer_index == bufferManager.to_layers[0], (
f"layer_index {layer_index} not in one-to-one BufferManager "
f"(from_layer={bufferManager. from_layer}, to_layers={bufferManager.to_layers})"
)
peer laver index = bufferManager,from laver

layer_chunk_count = (abs(peer_layer_index - layer_index) - 1) // FluxManager.pp_size

if is forward:

expected_count = (

layer_chunk_count * FluxManager.group_sizes [EventManager._forward_idx] + EventManager._forward_count

)

EventManager._forward_handles.append( [handle, expected_count])
2tSeT
expected_count = (

layer_chunk_count * FluxManager.group_sizes[EventManager._backward_idx] + EventManager._backward_count

XE—groupAImicro_batch#B—_forward_count, X~groupMBEyE—1"micro_batch
HSE Y EIFFErankBIFrE BEGEE, A MEBE P rankBIMARE—1group_batch?E Laijrank LAYFR
BEMNforwardNItF5E, forward_idxiRiIRZHFIAgroup_idx, PRUAXElayer_chunk_count@itHE
iR NEENEESE T /L pp_size, BAAEpp_sizedF, TR pp_rank E5BIR—F, FrlA
layer_chunk_count*group_sizes, BliX—#Amicro_batch%id 7 %/ LERNfwd, ME—1
micro_batch&id—E89fwdBY, forward_count=+1, ZHforward_count==expected_countBY, Hi
wMwait, mHREIR LARBIEMITEMoverlap,

01234IIII I 5
01234"' l

0123-1"

01234

BN pp_ 0BME0E L EIpp_1MIES5E, Wmicro_batch_17fl, XHEEZEEpp 0N T—F
BImicro_batchlfifforwardfg, @flwait, AANEEEEEERIIXMDEE, EEHERSLputmem
TR T o

5. Register sort

def register_finished():
pp_size=FluxManager.pp_size,

vpp_size=vpp_size,

)

if FluxManager.model_config.use_only_getmem_for_multi_stage_comm:

FluxManager.register_list.sort(key=1lambda r: len(r[4]), reverse=True)

T EXfone-to-many, ZlayerkEX/NHiF, Rone-to-oneEIfEE, Eone-to-manyiZ/Zial
BENEE, IS ARIEE pp_stagefIiXiRoffset@4ERIAY, MTEone-to-one ™ RAEfromFltoFm4
layerFiERIstage=BliZbuffer, XiFFiaiBbuffertTal, ALt MEHE,



6. EABN—TRERERESEE

EAMISHEHE, loss/g4stepaEbitewiseXt7F: S5—Floss REFTTebitewiseX7F, mMigradizs
— 3-9ZEbitewiseld, MO0-2EFEebitewise, HHA? _

training/loss training/l.. C L &

8.266311645507812  megatron, jop_only_put_mem  8.266311646507812  megatron_mi5_bigop_only_put_mer

0.256284713746117 _bigop_fix_grad szsszzmam 117

\Wv V\/ 0.2 — megatron.m. p_fix grad == megatron_m. Iy_put_mem megatron_m.p.fix_grod == megatron.m.ty_put mem
00 10 126 140 146 100 10 120 0 146 100 0 20 ¥ 0 146 ,\
Step Step = \\ /
— megatron_m...p_fix_grad — megatron_m...p_fix_grad — megatron_m...p_fix_grad |
) e s o i

— megatron_m..ly_put_mem — megatron_m...ly_put_mem — megatron_m...ly_put_mem

BRI —TXBEERAT2AmMI4T, m155E? 887, Z2aIml4mBHE &E—E~&share hidden
statefy, BIEAIEone-to-many share kv cacheft, BELEME. WEMI15FRT share kv cachedJAB
LR, &xE—EtEshare hidden statefy, MEFBonly_getmem (HLFZZputmem)
HBstageXBNEERXR—FE—EEEIE

XEBFE3NR:

. fwd A AER?

b. bwd A+ A5EIR?

c. layersth@producerAftagrad@EFEH?

Q

o

fwdidEA+ALER? .

LS L7
producer read

stage0
L7 % sllageO Bl
@ p\tmem B
stageOstagel
8, 9 iE stoget: SRR ATBIA  FHR
'
| I
stagel L6 1 L8 L9 :
9 read : read read v :
' - 7

[ stagel Bl& = NH_B (7£ 5—6 RS 7) }-:::::::ZZZ: ................

@ putmem 5 (% stage, M) @ read (Rif, FWF) () EBHH stage BIA

o bwddENTAEIR?



stage0

L5 read
producer
1#3 g6+g7+g8
(&R g9)

@\7—stagel = g8+g7
@ 9—stage0 = g9

@ §—stage0 = g8

! 99 EX
9. 8 [@ stagp1: FR#EE putmem % stage0 —|/5

@/ 6—stage0 = g8+g7+96
____________________ EESAE

Layersnont cut 10

MEREILLEE, layers@ESARproducer, EEAHB SHEIEproduce, Frldbackwardsy
EHEER M,

2. WFkfluxmanageriZ Am15&FZEHINIER

Flux manager £77199
mtpEfwdiT AL T:



yOoCo buffer buffer buffer
W write_hidden state
L buffer micro_b i micro_b_i+
read read 2 X
hidden_share/mtp/E buffer buffer buffer
fwd
yoco share bwdfT RE T :
yoco buffer buffer buffer yoco buffer buffer buffer
\l write_hidden state W read
1 )
buffer buffer buffer buffer buffer buffer
J J
Jread ante crad
mtpE buffer buffer buffer mtpE buffer buffer buffer
fwd bwd
yoco buffer buffer buffer yoco*‘ buffer buffer buffer
_1 write_hidden state read \
N
B buffer Bl buffer buffer buffer
read ] add_grad T
yoco share« buffer buffer buffer yoco share byffen Bt buffer
add_grad
yoco share< buffer buffer buffer yoco shareq buffer buffer buffer
mtpE— buffer buffer buffer mtpE\‘ ‘ buffer buffer buffer
write_grad
fwd bwd

Flux manager only_putmem

[ stagel B = NH_B (% 5-46 WRUEHFT)

fwd (BBl IfZER )

stage0

stagel

A EWH g9 (9 BAT stagea)

bwd(E e} L ERER)
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shortcut

Layer short_cut_to

(o

r—) softmax(g@k)@v |€—

(> Letmaraeney Je—

@j

R&=&lmlayer5, E7short_to (8”1 yocolE) RfF#EX{rhidden state, KiRERlayer5FEx

3. ERIESM

e transfer_dict : E%& “HAi layer B read/write SIS from_layer” o

IER

1  key:

2

3 value:
4

Eban:

('normedhidden’, 7, True, 'read') -> (3, bf16)

(from_layer, dtype)

(name, current_layer, is_forward, read/write)

2B 2 layer 7 forward 3£ normedhidden , JR@EIFRE layer 3.

e staging_dict ! @& “XMBETRAMIGIXER -

AR

key:

2 (name, from_layer, is_forward)

3 value:



4 staging_start_byte

e buffer_dict : @& “X/MEBEEIHAMWLIEIEE slot”

REGIR

1 key:

2 (name, from_layer)
3  value:

4 BufferManager

e buffer_idx_list : £ BufferManager BEE, [% “Yailayer YaiARXRAELD
slot” »

AR

1  buffer_idx_list[layer_index][is_forward]

FTEEMEE:

FluxManager.read(name, current_layer, is_forward)
1. transfer_dict 3% from_layer

2. buffer_dict[(name, from_layer)] % BufferManager

3. BufferManager.step() i&4s7x formal slot

N

. staging_dict 7t staging offset
5. formal slot -> staging

6. 1R[E] staging view

write() Z’MM:
FluxManager.get_write_buffer(...)

1. transfer_dict 3% from_layer

2. staging_dict #k staging offset

3. iR[E] staging view 44 caller 5
FluxManager.write(...)

1. transfer_dict 3% from_layer

2. BufferManager.step() i&£457% formal slot

3. staging ->formal slot



4. FEIBEINKFR
4.1 SLIAT
4.1.1 YocoNormedHiddenHook

e fwd:
hidden_gen_layerfishortcut_to4f%E, BEFI#ZL

normed_hidden_action normed_hidden_wri aX
_type te_to_buffer(REE
yoco, REshortcut)
0 False/True A E—BEEN#FMhidden state, REAILIE/

1 False/True

B Abuffersf—yocoE (BrRIR B2 yoco)

consumer/®/

shortcut_to+yoco & (H1Eshortcut_toERyocosz4FE

2 True (—EATrue)

e bwd:

normed_hidden_acti normed_hidden_ w bwd_

on_type rite_to_buffer(RE grad_
Eyoco, FE copy_
shortcut) to_bu

ffer

T)

shortcut_from/=



False/True

False/True

o g 2 o I, S

Bl

g &

Fa
ls

1. yocoRiNEBRERA T—REENEHRKMNgrad, Tl
RCIPUSES

2. F—TPyocoR(BFIRE21yoco), ixbuffer,
bufferBB4&RN7T f4kshare layerfigrad,

1. Ei@EconsumerEfER_add, IFRE—1EE
B, EEZM3buffer, BHLLES
2. %E—Eﬁﬁéﬁﬁﬁ_copy, %.'—%‘)\’ ;Fi:?'io

3. short_toZfEH_copy, BEE N, %hfromE
%, from#MtoE1¥31, HBEFEEEbuffer, Bl
sharef!fHEERNGEHgrad



on - #o

2 True (—ER - shortcut_fromZ, EiFiEshortcut_toB1ERH
True) grad

YocoKVCacheHook € Ef#% 4

3.2 FluxManager.register

ZBIRHEZky cache, REmMtpEMshortcut to Bt Zhidden state, ELL213F1Kregister, BE
BRI, ENSERN:

k2. #gi—yoco B T—=F
1k F—"yocom



